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Measuring Voice Quality

Introduction

As voice and data networks continue to converge, it has become widely accepted that Voice over Internet Protocol (VoIP) will replace existing Public Switched Telephone Networks (PSTN) and become the primary means for real-time voice-based communications. The move to full IP-based infrastructure has been more gradual than initially anticipated, due in large part to concerns surrounding the reliability and quality of service of VoIP applications. Users reasonably assume that replacement technologies will minimally be able to meet quality of service standards set by the existing PSTN. 

As companies undergo this transition and develop VoIP based products, the use of standard and relevant voice evaluation techniques becomes increasingly important. The need for accurately estimating speech quality appears in several different phases of the design and implementation process:

· During design of speech processing technology such as codecs and echo cancellers

· During the design phase of VoIP terminals

· During Quality Assurance testing

· For network planning in the live VoIP network

Naturally, the demands and restrictions of the speech quality measurement methods deployed vary with the usage scenario which explains the need for more than one evaluation technique.

When measuring voice quality, the type of network is an important consideration. Generally speaking, TDM networks have consistent and predictable network conditions and speech quality has not been a major issue. When evaluating TDM call quality, it is appropriate to measure only the voice quality and disregard the surrounding network conditions. Packet networks, however, have continuously evolving network conditions. To obtain a true estimate of call quality over these networks it is necessary to measure both voice and network quality throughout the transmission. 

Speech quality testing methods can be divided into two groups: subjective and objective. Since the ultimate goal of speech quality testing is to get a measure of the perceived quality by humans, subjective testing is the more relevant technique. Until recently, subjective tests were the primary means of evaluating sound quality. Although these tests provide a measurement for the target variable of user perceived sound quality, they are costly and quality ratings are relative from user to user. As a result, automatic or “objective” measuring techniques were developed to overcome these perceived shortcomings. The objective methods provide a lower cost and simple alternative, however they are highly sensitive to processing effects and other impairments, and therefore are not adequate for scoring the most recent technologies.

A number of articles have been presented on the topic of how to measure speech quality in VoIP systems, e.g. [1]

 REF _Ref147531929 \r \h 
[2]

 REF _Ref147531932 \r \h 
[3]

 REF _Ref147531943 \r \h 
[4][5]. The majority of these articles, however, lack a critical analysis of the performance of the different methods that can be used.  In this article we will present not only the different options available, but also provide data on the actual performance. More specifically, in Section 0 a case study of the performance of the most popular objective tool is compared with subjective testing. It will be obvious that the objective method does not offer the necessary level of accuracy in predicting the perceived speech quality. 

Sources of Quality Degradation

As voice travels from point A to point B on an IP network, there are multiple factors that work independently and in concert to degrade the perceived quality of the received sound. Common reasons for quality degradation include:

· Environmental issues

· Acoustic design (handset, headset, A/D, etc.)

· Environment (background noise, room acoustics, etc.)

· Signal processing

· Speech compression

· Signal gain variations

· Issues related to Voice Activity Detection (VAD), including front-end clipping and incorrect comfort noise levels

· VoIP network issues

· Network jitter and packet loss

· Error concealment processing

· Delay and echo

The environmental issues are in essence the exact same as for the PSTN and are dominated by noise, either created in the background by an external source or the result of inadequate acoustic design. The overall call quality can also be affected by environmental conditions that lead to echo. Acoustic echo occurs when there is a feedback path between a microphone and a speaker. The end result can be audible echo, clipped speech, and doubletalk.

The choice of speech codec sets the limit of the best achievable quality if all network and environmental issues are disregarded. The network conditions also have an impact on the performance of a certain speech codec. Hence, the choice of codec has a profound effect on the overall quality of sound. Speech codecs also determine bit-rate and sampling rate, and can include features that effect delay and packet loss performance. To minimize bandwidth utilization, low bit-rate, and high compression is desirable; however this typically results in lower quality, longer delay, and higher complexity. 

The design of the codec will have a clear impact on how well packet loss can be handled. Traditionally popular codec choices such as G.729 [16] are not very robust against packet loss, resulting in reduced quality for impaired network conditions. On the other hand, codecs that have been designed specifically for packet networks, such as iLBC [17] , can provide good quality even under tough network conditions. The complexity of the speech-coding algorithm dictates computational effort and memory requirements; algorithm complexity combined with processing delay can contribute to the overall latency.

Deficiencies in the network can result in packet loss, delay and jitter. Packet loss is most likely to occur in the routers, either due to high router load or high link load. Because loss most typically occurs during high load, it can occur in bursts. During bursts, a consecutive series or substantial number of packets may be lost. Packet loss may also occur when there is a breakdown in a transmission link. In general, more network issues occur close to the end user than in the core of the network. This is especially true in the small office and home scenario where access technologies such as ADSL and cable modems are dominant. To account for packet loss, a mechanism for filling in missing speech gaps is imperative and its performance has a significant impact on VoIP speech quality.

High latency caused by processing during transmission can have a severe effect on voice conversation causing echo and talker overlap. The impact of latency is difficult to measure and can vary depending on the speaker’s cadence and the listener’s ability to perceive lapses in time. In addition to the effects of latency, the jitter in packet networks complicates the decoding process. If the decoder on the receiving device does not have the data available at the right time, it will not be able to produce smooth, continuous speech. A jitter buffer has to be deployed to compensate for the time-varying delay. A jitter buffer needs to continuously adapt its buffer length to achieve a low average delay. This, as is obvious from the case study presented in Section 0, creates a serious problem for objective speech quality measurement tools. 

ITU-T recommendation P.1010 [11] provides objective performance requirements in terms of acceptable delay, jitter, echo levels, and signal levels for VoIP systems. 

Subjective Methods

Until recently, subjective methods were the primary tool for measuring the quality of speech to the end user. The strength of subjective measurement is that it tests the correct parameters; tests evaluate the subjective quality of voice, or how it is perceived by the end user. Subjective methods also take into account all types of degradation. In spite of these benefits, subjective testing is not always desirable because it is time consuming, costly, and impractical for real-time usage in network planning. In addition, while the tests can be replicated, it is difficult or even impossible to repeat the exact subject and environment conditions at the time of the test.

To perform these evaluations, a statistically significant sample size of the system under test should be chosen and the listening subjects should be provided with speech samples to evaluate. After the test files have been exposed to a simulated network, a score based on the evaluating criteria is derived to obtain a rating. There are many subjective tests available. The most popular include the A-B test, the Absolute Category Rating (ACR) test, the Degradation Category Rating (DCR) test, and conversational tests. 

A-B testing means straightforward comparison testing. The evaluators are provided with two options, A and B, and asked which one they prefer based on the chosen metric. The systems under test are compared for a number of different speech samples for each condition. This type of test allows individuals to compare and contrast alternatives. It is simple and of low cost to the administrator, but only relative ratings can be achieved. That is, it can be determined with statistical certainty that the hypothesis that one of the methods under test is preferred over the other but it is not possible to determine how much better it is.

The ACR test is one of the best known subjective tests. Results that are presented as coming from a mean opinion score (MOS) test are assumed to be from an ACR test. Individual testers are asked to rate a series of audio samples on a scale of 1 to 5, with 5 representing sound of the highest quality and 1 representing the lowest. Audio samples include speech that is phonetically balanced. Testers are not exposed to the undistorted source sample. The individual scores are tabulated and a MOS rating is generated. A MOS rating of 4.0 is considered “toll quality” and is the standard by which VoIP traffic is compared to that generated by the PSTN. 

Normally, MOS tests are carried out with a large number of so-called naïve listeners. An alternative is to use experienced, or expert, listeners.  Using these listeners offers several advantages including a lower number of listeners required to achieve an acceptable mean result and, more importantly, the ability to obtain input on the type and source of degradation experienced   The use of naïve listeners is formally more correct since no bias is applied, however, in practice the use of expert listeners is an extremely important tool.

The DCR test is similar to the ACR except that users are asked to rate the perceived level of degradation of the voice quality. The result is presented as a DMOS for which the same scale of 1 to 5 is used with 5 representing inaudible degradation and 1 representing very audible degradation.

Mean opinion scoring tests have proven to be very accurate, particularly as scores converge toward an average in large sample populations. MOS testing provides an accurate framework for measuring perceived sound quality, the most important factor for the end user. The procedures are defined in the P.800 [8] and P.830 [10] standards by the International Telecommunications Union (ITU) and therefore are well-defined and replicable. A full formal MOS test is however very costly to perform. 

Conversational testing is even more complex and therefore not as commonly used. During the test, evaluators are placed into interactive communication scenarios and directed to complete a task or series of tasks via a phone system. Effects that can potentially result in degraded voice quality such as latency and echo are introduced throughout the test and data is recorded about how the subject feels about the quality. Although conversational testing provides a means of evaluation that is close to a real situation and tests issues that commonly effect voice quality, it is time consuming and costly to conduct. In addition, this type of test requires full system implementation and is therefore inefficient.

	Test
	Advantages
	Disadvantages

	A-B test
	· Simple

· Low cost
	· Only relative rating



	MOS (ACR)
	· Accurate

· Well defined procedure
	· Costly

· Does not test effect of delay etc.

	DMOS (DCR)
	· Accurate

· Well defined procedure
	· Costly

· Only relative scoring

· Does not test effect of delay etc.

	Conversational test
	· Close to real situation

· Tests effect of delay etc.
	· Time consuming and costly

· Needs full implementation


Table 1: Comparison of Subjective Methods
Objective Methods

Objective measurement tools can be utilized to measure a great number of different performance parameters. The least controversial include delay measurements. If properly performed there is no reason why an objective tool should not be more accurate than any human-based testing of delay. It should be noted that due to the characteristics of VoIP networks delay has to be measured continuously since large variations over time are common. More controversial than delay measurements is the case when objective measurement tools are applied to emulate test results achieved from subjective speech quality testing.  The nature of the results based on subjective speech quality testing is deeply complex and is yet to be mapped accurately by objective quality testing.

In an effort to address concerns about the lack of repeatability and high cost of subjective methods, proprietary and standard objective methods have been developed. These methods are simple and affordable but also sensitive to processing effects such as non-linear filtering, echo cancellation, and time warping as well as background and equipment impairments. The shortcomings are enhanced over time as the methods are not able to keep apace of technology development. Objective tests can be intrusive or non-intrusive (also called passive).

Intrusive Objective Methods

Intrusive quality estimates compare an original sound file with one that has been processed by a network. Intrusive objective quality assessments such as PESQ [12] have become de facto industry standards, however, as case studies demonstrate, they do not provide reliable analysis of some newer technologies. In addition, objective methods generally do not take the end user’s perception of speech quality into account.

The most popular intrusive methods are: PAMS (British Telecom), PSQM (P.861), PSQM+ (KPN, The Netherlands), and PESQ (P.862). Today, PESQ, which is in essence based on a combination of PAMS and PSQM, is the most popular and is generally accepted as the most accurate of these methods. The exact algorithms vary but the basics are mostly the same. First, the system creates an auditory model of the ear and brain to simulate the human hearing environment. Next, it models audible distortion by applying the auditory model. Finally, the system calculates a quality measure indicating the quality of distortion between the original file and the processed one. Intrusive tests usually generate scores that have a similar range to subjective tests but are not precise mappings. 

Although intrusive quality estimates are relatively low cost and easy to repeat, they are overly sensitive to delay and time scale manipulations, processing effects, and background equipment and impairments. In addition, the tests require that the evaluator send a reference signal. Though this does not present a problem in a controlled laboratory testing environment, in the real world it would require the testers to set up a call. 

As has been previously reported [18]

 REF _Ref147491345 \r \h 
[19]

 REF _Ref147489123 \r \h 
[20]

 REF _Ref147490819 \r \h 
[21]

 REF _Ref147588610 \r \h 
[22] and is further elaborated on in the case study included in this article, PESQ falls short of providing a consistently accurate measure of speech quality. In fact, it cannot be assumed with high degree of certainty that a good PESQ score corresponds to high speech quality or vice versa. Therefore, it is clear that PESQ cannot be recommended as a tool for determining speech quality in VoIP systems.

Non-intrusive Objective methods

There is an obvious need to determine the quality of a VoIP network and the calls on an ongoing basis. Due to the need for sending files over the network, the intrusive measurement methods are impractical for such purposes. Therefore, a number of non-intrusive measurement techniques that try to estimate call quality based on measurements of the network and/or the speech signal created on the received side of the call, have been developed. 

The P.563 ITU standard [7] is a non-intrusive signal-based objective measure. This method consists of an extensive waveform analysis of a processed output audio applied at the end-point. It does not compare this signal to the original signal. Multiple MOS ratings are averaged to achieve a consistent metric. Drawbacks to this test are that it is computationally intensive and results are often inaccurate. The high computational cost severely limits the usefulness of deploying this technique in VoIP endpoints.

The ETSI/ITU E-model standard [4]

 REF _Ref147583186 \r \h 
[6] is a passive-parameter based objective test. The E-model was originally designed to assist telecommunication engineers with transmission planning, but is adaptable for evaluation of VoIP calls. This method is designed to incorporate the various parameters affecting voice quality and produce a transmission quality rating (R). The calculation for R assumes that the effects of impairment are additive and includes a base factor that is derived from things such as noise levels and loudness. Other factors in the equation represent signal impairment that occurs simultaneously with speech, impairments that are delayed with respect to speech, equipment impairment, and an advantage factor that is derived based on user expectations about the quality of that particular type of call. 

E-model testing allows evaluation of multiple calls without affecting the network and incurs extremely low computational cost which makes it very attractive from an implementation standpoint. However, it only works for known codecs and does not provide consideration for other types of impairments. The E-model also makes assumptions about the effects of the calculated impairment factors; in actuality it can be difficult to predict what the combined effects of these impairments will be. The accuracy of the E-model has been found to be less than for the intrusive methods but still high enough to be useful. The reason for this is that the need for high accuracy is less in a live network scenario than in lab testing because the purpose is usually only to determine whether call quality is good enough or not.

A very dangerous trend that can be observed is that in order to classify and tune non-intrusive methods it is very common to use data obtained by intrusive objective tools such as PESQ. This means that an inaccurate tool is used to calibrate an even less accurate tool.

	Test
	Advantages
	Disadvantages

	Intrusive quality estimate

(PSQM, PSQM+, PAMS, PESQ)
	· High repeatability

· Low cost
	· Sensitive to delay and time scale manipulations

· Sensitive to processing

· Sensitive to background and equipment impairments

· Need to send reference signal

	On-intrusive – signal based

(P.563)


	· Non-intrusive

· Only applied at end-point
	· Inaccurate

· Fairly complex

	Non-intrusive – parameter based

(ETSI/ITU E Model)
	· Can monitor many calls without affecting the network

· Very low cost
	· Only works for known codecs

· Many impairments not considered

· Effect of combinations of impairments hard to predict


Table 2: Comparison of Objective Methods
Ranking of Objective Measurement Methods

Several studies [20]

 REF _Ref147531924 \r \h 
[1] have compared the accuracy of the different objective methods versus subjective testing. Consistently it is found that the following ranking of the most popular methods is accurate:

1. Intrusive methods, specifically PESQ (correlation with subjective tests typically 0.9 – 0.95)

2. P.563 (correlation with subjective tests typically 0.7 – 0.9)

3. E-model (correlation with subjective tests typically 0.6 – 0.8)

Even though the non-intrusive methods are less accurate than the intrusive they are more useful in real life scenarios. The intrusive methods can advantageously be replaced by listening tests while the non-intrusive methods are important to monitor real-time changes in quality.

Case Study – PESQ vs. MOS

PESQ is the most popular objective speech quality measurement tool today. However, we claim that the performance of this algorithm is not acceptable for use in testing of VoIP systems. In order to better illustrate the shortcomings of PESQ we will in this case study present data from several tests that give insight into the performance of PESQ. 

PESQ in the Literature

Analysis of accuracy results presented in P.862

In the ITU-T P.862 standard [12]

 REF _Ref147767363 \r \h 
[15] it is reported that PESQ can achieve a correlation factor of 0.95 with results from subjective listening tests. For the causal reader this sounds very impressive and indicates that PESQ is right 95 % of the time. However, an analysis of what it actually means statistically reveals a great deal of uncertainty about the accuracy. Let us look at an illustrative example where a variable Y is created from another variable X by adding a random noise component which has a normal distribution with standard deviation of 0.38. The variable X has a uniform distribution from 1 to 5. The corresponding correlation coefficient between Y and X is then 0.95. This means that if we look at the PESQ MOS result (Y) as an estimate of the listening test MOS result with an error that has a standard deviation of 0.38 we have created a good model of the accuracy of PESQ result for the verified cases. A scatter plot of the relationship between Y and X is depicted in Figure 1. Clearly, the error can be very large and the likelihood that a correct value is obtained is very small. 

In P.862.3 the residual error distribution derived from the verification process of PESQ is presented (see Figure 2). These results confirm that the likelihood of a large error is very high and the likelihood of an accurate result is low. In only 40 % of the cases is the expectation that the error will be less than 0.25 MOS and in 30 % of the cases it is expected that is larger than 0.5 MOS.

[image: image1.jpg]



Figure 1: Scatter plot of two processes having correlation factor 0.95.
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Figure 2: PESQ residual error distribution as presented in P.862.3.

Other PESQ studies

A number of studies of PESQ and other objective measurement tools have been performed. We will here give a quick overview of the most thorough such investigations. 

In [1] the accuracy of PESQ among other algorithms is investigated for bursty packet loss scenarios. It is found that under such conditions PESQ performs worse than expected with a correlation of only 0.9 versus subjective tests. In [20] similar conclusions are made including the finding that PESQ is over-estimating the quality for mild network loss condition but under-estimating for more severe conditions. It is also found that the correlation of P.563 to the subjective results is lower (0.8 versus 0.9) than for PESQ.

In [19] Scott Pennock from Lucent Technologies presents a very thorough investigation of the accuracy of PESQ as a predictor of speech quality based on a number of formal listening tests and corresponding PESQ simulations. In conclusion he writes: "The results indicate that the PESQ algorithm is a useful tool in helping identify potential performance problems. However, there are limitations to using PESQ for verification of voice quality performance, competitive analysis, and system optimization", and further “It is concluded that important decisions should be based on the results from perceptual studies, and that PESQ is not accurate enough to specify quality requirements in Service Level Agreement (SLAs)". The author also claims that the regression mapping on a per study basis as done in the ITU testing will make the prediction error smaller than in reality since it removes errors that PESQ should be penalized for and hence the performance numbers presented in P.862 are optimistic.

One of the most common usage scenarios where PESQ is presumed to be a useful tool is when the objective is to determine if a piece of equipment or software passes or fails a test requirement. A typical such test in which the objective is to determine whether toll quality (MOS > 4.0) is achieved or not is presented in [19]. It turns out that even though the correlation coefficient is 0.92 in 67.5 % or 74 % of the cases (depending on test method) PESQ incorrectly classifies a scenario that passed the 4.0 limit in the subjective test as failing. Again this shows that high correlation does not necessarily equal high accuracy. 

On the positive side (for PESQ users) several of these studies mention that PESQ is quite good at detecting one-dimensional quality changes, e.g. noise level. That is, if all the other parameters such as codec, network conditions, etc., are kept unchanged variations in quality due to one parameter can be detected accurately. This consistency does not apply to changes in codec, network scenarios, or any other major changes that will affect several quality dimensions.

Investigation of PESQ Quality Estimation Accuracy

In this section we will present results from a few tests performed to investigate the accuracy of PESQ scores. It should be noted that even if PESQ was a perfect tool a perfect correlation between PESQ scores and MOS is not expected. The reason is that some of the inaccuracies in predicting MOS scores may be due to the faults of MOS testing methodology – not problems with the PESQ algorithm. MOS results are usually only accurate within a margin of in the order of 0.1 MOS which has to be considered when interpreting the results.

The tests reported here are based on a test set of eight sentence pairs spoken by four male and four female speakers. The listening tests were carried out in accordance with P.800 and the PESQ tests according to P.862.3, including the mapping of P.862.1.

Impact of simple processing

Many types of processing occur in a VoIP system in addition to the major ones like codecs and echo cancellers. For example, different types of filtering, resampling, and gain control are common. All such processing introduces distortions, however usually very small. In Table 3, PESQ results from such a test where the input signal was slightly resampled are presented. More specifically, the output file has been slowed down compared with the input file and the duration is correspondingly longer. Clearly the effect on the scores is much larger than what a subjective test would show. To illustrate this we have included two of the signals from the test as audio examples (to listen: double-click on the speaker symbol):

· Original
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· 1 % resampling
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This is a simple example of how sensitive an algorithm that relies on perfect matching of input and output signal is. A very slight modification will result in exaggerated quality degradation in the PESQ score. Moreover, this indicates that even very minor delay manipulations will cause PESQ to derail and produce very inaccurate results.

	
	Resampling factor

	
	0.1 %
	0.3 %
	0.5 %
	1.0 %
	5.0 %

	MOS-LQO
	4.51
	4.40
	4.22
	3.84
	1.45


Table 3: PESQ results for varying levels of resampling

Packet loss concealment performance

It has been claimed that PESQ is not capable of accurately predicting quality under typical VoIP scenarios. Therefore, we have investigated the performance for three different packet loss concealment (PLC) techniques applied to G.711: 

1. No PLC, just silence

2. The PLC technique presented in G.711 Appendix I

3. NetEQ [26], a combined jitter buffer and PLC

A summary of the results is presented in Table 4. The PESQ results are close to the subjective scores for the case where no PLC is used, but for the more sophisticated PLC methods PESQ severely under-estimates the quality. For the case when there was no packet loss, PESQ provided a score of 4.44 while the listening test result was 4.28.

.

	
	Subjective

MOS-LQO
	PESQ

MOS-LQO
	Error

	3 % packet loss
	G.711 no PLC
	3.23
	3.14
	0.09

	
	G.711 Appendix I
	4.02
	3.75
	0.27

	
	G.711 + NetEQ
	4.18
	3.26
	0.92

	5 % packet loss
	G.711 no PLC
	2.74
	2.94
	-0.20

	
	G.711 Appendix I
	3.80
	3.48
	0.32

	
	G.711 + NetEQ
	4.04
	3.25
	0.79

	10 % packet loss
	G.711 no PLC
	1.99
	1.93
	0.06

	
	G.711 Appendix I
	3.50
	2.58
	0.92

	
	G.711 + NetEQ
	3.83
	2.34
	1.49


Table 4: Effect of packet loss on accuracy of PESQ

Accuracy for highly adaptive jitter buffer

The results in the previous section show the sensitivity of PESQ to packet loss concealment techniques and also, since NetEQ is a combination of a jitter buffer and a PLC, its sensitivity to a highly adaptive jitter buffer. To further emphasize this point we have here included two test files:

· Original
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· Jitter buffer adaptation (NetEQ), no packet loss 
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It is hard to hear any difference between these two files. However, the PESQ score for the second one is 2.79, more that 1.4 MOS below the expected value. In order to adapt to the jitter of the channel, NetEQ makes quick and frequent delay manipulations that are inaudible for the human ear but makes PESQ derail. Again, it is very clear that the accuracy of PESQ is severely reduced when the modifications affect the ability to synchronize the input and output signals. 

Accuracy in predicting quality of new codec

PESQ has been verified for a number of common codecs for which subjective test results existed when the algorithm was standardized. Since then a few new codecs have been standardized, e.g. iLBC [17]. As new codecs are introduced it is reasonable to assume that without an update of the PESQ algorithm PESQ scores will be less accurate than for the old codecs that were used in the verification process. 

PESQ Delay Measurement Accuracy

In addition to providing a speech quality score the PESQ algorithm is also capable of providing delay estimates. Since PESQ has to synchronize the two files frame by frame to compare the signals it will inherently produce delay estimates in the process. This means that an investigation of the accuracy of the delay estimate provided by PESQ will produce information about two important performance factors: 1) the usefulness of using PESQ for delay measurements, and 2) an indication of how well the synchronization mechanism works. We performed a simulation where the input speech was encoded with G.711, passed through a simulated network with jitter but no transmission delay or packet loss. On the receiving side the jitter buffer [26], which in this case knows the exact delay at any point in time, provided a delay track. The results of this experiment are depicted in Figure 3. Each horizontal line is a scatter plot of the true delay measured by the jitter buffer for a certain test file. To illustrate the discrepancy between the two delay estimates a straight line is drawn to show where perfect correlation would be achieved. It is clear that PESQ is the most accurate for short delays and small delay variations. However, errors in the order of tens of milliseconds are dominating.
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Figure 3: Scatter plot of true delay versus predicted average delay by PESQ. The red straight line indicates perfect correlation.

The poor delay estimates achieved by the PESQ algorithms also give a good indication why the quality scores are often very inaccurate in VoIP scenarios since poor delay estimates indicate poor synchronization.

The Future of PESQ

It is clear from what has been presented here that PESQ is currently not a good enough solution to replace subjective listening testing. The first question that has to be answered is why PESQ is inadequate. The two major reasons are:

1. The perceptual model is not sophisticated enough. It is based on a very simplified hearing model (complexity, unknown characteristics)

2. The algorithm is extremely sensitive to time alignment issues. If the two signals are not perfectly aligned, or the degraded one does not have the exact same duration, PESQ will not be able to understand that the distortion is due to time alignment issues rather than real distortion. The time alignment is working on big blocks and isn’t capable of adjusting for continuous time variations.

A natural follow-up question that arises then is what can we expect in the future? There is work ongoing to improve the current objective measurement techniques as well as developing new ones. Even though progress is being made it is very slow and only minor improvements over PESQ has been reported, e.g. [21]. Hence, it is not likely that a good alternative to subjective testing will appear in the near future. However, the expectation is that the number of scenarios where objective tools can be used will increase over time, reducing the need for subjective testing but not replacing it.

Summary and Recommendations

In this article we have presented an overview of the objective and subjective methods available to measure speech quality.  No evaluation method is 100 % accurate, but subjective testing is much more likely to provide accurate results as compared to objective testing.  A significant part of the article is spent on verifying the performance and accuracy of the popular PESQ algorithm. We have found that PESQ cannot be used as a universal tool for speech quality measurements. It has not been designed to do it, and it is not capable of doing it. In summary, the following can be said about PESQ:

· There is no such thing as an accurate objective speech quality measurement tool

· PESQ has only been verified for a subset of the scenarios it is currently being used for

· In the most favorable interpretation only 40 % of PESQ scores will be less than 0.25 MOS off compared with subjective MOS scores

· PESQ cannot predict quality of new technology well

· PESQ is very sensitive to any changes in delay

· If used, it is very important to understand the limitations if PESQ

· PESQ can be used if the limitations are understood and considered:

· Do not rely only on a PESQ score – always back it up with listening

· Use PESQ to detect change in one dimension, not absolute quality

· Do not compare PESQ scores for very different scenarios. E.g. for comparing results with the same codec in two implementations PESQ can give a good indication but not when comparing two different codecs

· Do not rely on PESQ for delay measurements

· PESQ cannot be used to measure the quality of a jitter buffer

· PESQ should be used with caution when verifying PLC performance

In the absence of a major breakthrough in the area of objective speech quality measurement it is clear that relying on objective tools as the sole input when making decisions regarding speech quality is not recommended. In fact, we strongly recommend using subjective testing as the sole decision factor of speech quality in the design and testing phase, with exception for delay measurement which can be performed accurately with an objective tool, not PESQ however. PESQ can still be used as a tool in automated quality assurance testing. It is important though to only use it as a tool to detect issues by deviations from the expected score, which has been verified by listening tests, rather than trying to achieve a certain absolute PESQ score. The cost and complexity of listening testing can be reduced significantly by the usage of expert listeners.

For testing of active networks non-intrusive objective measurement tools such as the E model and P.563 is more or less the only option available. Normally, the need for accuracy is less in this scenario and hence such tools can provide good enough performance.

Similar to our recommendations, Lucent has come to the same conclusion and recommends a very similar approach in [22].
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